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Abstract— This work demonstrates the use of depth panoramas in the construction of detailed 3D models of extended
environments. The paper describes an approach to the acquisition of such panoramic images using a robotic platform that
collects sequences of depth images with a commodity depth
sensor. These sequences are stitched into panoramic images
that efficiently capture scene information while reducing noise
in the captured imagery. Scene structure is extracted from the
panoramas and used to register a collection of panoramas to
obtain coverage of extended areas. The presented approach
maintains fine geometry detail in 3D reconstructions, uses
a modest amount of memory, and enjoys excellent scaling
characteristics across large environments.

I. INTRODUCTION
Depth sensors such as Microsoft’s Kinect and Kinect One
have made it possible to rapidly collect detailed depth maps
that evince fine geometric detail suitable for recognition and
pose estimation of everyday objects [1]. This is a wonderful
story for operating robots within small workspaces for which
dense 3D models may be maintained. An evolving story is
how this plays out as one considers ever larger work spaces.
While much detail is available, reaping this whirlwind involves dealing with a huge amount of data collected over
time.
Consider a scenario in which an office building has been
scanned, is being monitored, or is in the process of being
scanned. One might request that a robot fetch a particular
set of keys from somewhere in the building. To provide such
a capability, one must be able to work with an extended
work space, yet still maintain sufficient geometric detail such
that small objects may be identified during data perusal.
Similar requirements apply to robotics applications that must
provide motion planning for small vehicles through cluttered
environments. Planning a route for a small aerial vehicle
through an industrial environment requires both adeptness at
both small-scale precision and large-scale scope.
Such requirements argue against dense representations of
space as it is difficult to scale such approaches to large
environments. Additionally, large environments are typically
scanned over a non-negligible period of time, raising the
question of how easily a representation may be updated,
and if those updates may be done concurrently by multiple
agents contributing to the same data set. While dense voxel
representations have been successfully employed [2], [3],
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they tend to be constrained to small work spaces, resist updates upon revisiting a location, or, most commonly, involve
a tradeoff between resolution and memory consumption.
Sparse, tree-based voxel representations have been explored
[4], but these do not easily admit concurrent updates, and
tend to place somewhat coarse limits on spatial resolution.
In more recent work Whelan et al. [5] have demonstrated
an impressive system where a global mesh representation,
produced incrementally from a volumetric method can be
maintained and updated in real-time in the face of loop
closures. In this paper we propose an approach based on a
set of local representations. Maintaining multiple local maps
allows us to easily handle situations where we observe details
in the scene at different levels of resolution as we move
through the environment.
Our representation is based upon the notion of a graph
of depth keyframes as proposed by Meilland and Comport
[6]. In this approach, a collection of depth images are
registered to each other to provide memory-efficient coverage
of extended areas. While Meilland takes the opportunity of
continuous depth frame collection to improve the quality of
individual keyframes, an active perception approach wherein
the collection of imagery drives a control input to the system
gathering the data permits enormous flexibility in working
with virtual cameras for the purpose of keyframe creation.
We propose the use of 360◦ panoramic depth keyframes
collected by a robotic platform. This approach makes good
use of the slowest part of data acquisition: terrain traversal.
It also better exploits the empty space surrounding every
valid point from which imagery may be captured. While
all depth images collapse free space along rays extending
from the capture device, a panorama reflects the fact that the
capture location is, by definition, completely surrounded by
free space.
II. TECHNICAL APPROACH
This section describes the system that we have implemented for acquiring, constructing, analyzing and visualizing
depth panoramas. The various stages in the pipeline are
described in more detail in the following subsections.
A. Constructing Depth Panoramas
In order to acquire the requisite measurements for our
depth panorama we built the system shown in Figure 1.
This robot consists of a Kinect One RGBD sensor mounted
on top of an iRobot Create platform. With this system we
were able to systematically collect depth frames as the robot
rotated and translated through the scene. It also allowed

us to correlate these RGBD images with the odometric
measurements gleaned from the Create platform.

Fig. 1.
A mobile robot equipped with a Kinect One depth camera
was used to acquire the raw data used to construct the panoramic depth
representations.

Given a sequence of depth images acquired as the platform
rotates in place, our system is able to automatically fuse them
together into a composite depth panorama as shown in Figure
2.
The first phase in the panorama construction process is a
frame to frame fusion step where successive images acquired
as the robot rotates in place are registered to each other.
The process begins with a rough alignment stage where the
system considers a range of possible yaw angles between
the two frames informed by the odometry measurements
and determines which yaw angle best aligns the two depth
frames.
This estimate is used to initialize an Iterative Closest
Point (ICP) algorithm which produces a refined estimate for
the rotation between the two frames in SO(3). The ICP
procedure consists of two phases, the first phase determines
correspondences between the two frames based on an initial
estimate of their relative pose, the second phase computes
an updated estimate for the relative pose based on those
correspondences.
We make use of the structure of the depth map to simplify
the first phase of the ICP procedure. More specifically we
use our prevailing estimate for the displacement between the
two frames to predict where the points viewed in the first
frame would appear in the second frame. We then search for
correspondences in the vicinity of these projected locations
as opposed to searching through all of the points in the
second image. This simplification exploits the fact that the
inputs are depth images as opposed to general point clouds.
The optimization procedure makes use of point to plane
correspondences so in addition to finding a suitable corresponding point in the second image we also consider the
estimated surface normal at that location.

This process of estimating the relative displacement between successive depth images continues until all of the
images in the sequence have been localized. At that point
the system considers all of the frames in the sequence and
identifies the point at which the view frustum returns to the
first view in the sequence. The system then seeks to find
the best pairwise alignment between this closing image in
the sequence and the first image. This loop closure yields
another set of point to plane correspondences linking the
first and final frames.
Note that despite our best efforts the first and final frames
will typically be slightly misaligned due to various bias
and drift errors. This is corrected through a final global
optimization step which considers all of the pairwise point
to plane correspondences and all of the camera poses simultaneously to produce final pose estimates for each depth
image in the sequence. More specifically given a collection
of point to plane correspondences between adjacent images
we minimize the objective function given in Equation 1
which measures the sum of the squares of the point to plane
distances
X
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In this expression Ri , Rj ∈ SO(3) and Ti , Tj ∈ R3
denote the rotations and translations associated with images
i and j respectively. Pik and Pjk denote the position vectors
associated with corresponding surface elements and nki denotes the normal vector associated with the correspondence
in frame i. In this optimization procedure the locations of
the image centers are constrained to lie on a circle to model
the geometric constraints imposed by our acquisition system.
Note that this constraint simply acts as a prior and can
easily be relaxed or removed to allow for situations where
the sensor is carried by hand or by a quadrotor. In our
experiments each panorama was constructed from a sequence
of 30 depth images which were approximately evenly spaced.

Fig. 3. Final estimate for the relative position of the input frames after the
global optimization stage. The red frustum corresponds to the first image
in the sequence.

Fig. 2.

The top row shows 6 of the 30 images that are used to construct the panoramic depth image shown in the second row.

Figure 3 shows the final pose estimates derived from this
non-linear optimization procedure. The red frustum denotes
the first frame in the sequence. As in other pose graph
optimization problems our system benefits from the fact
that the Hessian of our objective function is quite sparse
since each term in the objective function only involves the
interaction of adjacent images in the sequence.
Once the relative positions of all of the depth images
have been estimated, we employ a rasterization procedure
to project the depth measurements from each of the images
into a panoramic image centered at the first frame as shown
in Figure 2. Each pixel in this panoramic map corresponds to
a ray defined by a pair of azimuth and elevation angles. Since
the horizontal field of view of our depth camera is 70 degrees
and the angular displacement between successive frames
is approximately 12 degrees each ray in the panorama is
typically viewed by several of the constituent depth images.
In the panoramic image in Figure 4 each of the pixels is
colored by the number of depth images that contribute a
measurement to that pixel.
In fusing these measurements we consider the depth of
the points to ensure that occlusions are handled properly and
then average the measurements that appear to emanate from
the same surface geometry. This averaging process provides
an opportunity to aggregate information and reduce noise as
in Kinect Fusion and related methods [2]. It also provides an
opportunity to produce superresolution images as Meilland
and Comport do [6].
Normal vectors are estimated at each pixel in the panorama
by fitting a plane to neighboring pixels while taking care to
exclude pixels that are at significantly different depths.
B. Analyzing Depth Panoramas
The comprehensive field of view afforded by the
panoramic depth images provides an ample context in which
to analyze scene structure. In this work we are principally
concerned with indoor environments which are characterized
by flat floors and vertical, axis-aligned wall surfaces; our
analysis seeks to exploit those properties.

The first phase of analysis seeks to refine our estimate for
the alignment of the panorama with respect to the gravity
vector, g. Here we first identify pixels in the image whose
normals are approximately aligned with our nominal estimate
for the gravity vector, vi , we also consider the set of vectors
that are approximately perpendicualar to the nominal gravity
vector, wj .
Our goal is to select a gravity vector g that is aligned with
the vi vectors and perpendicular to the wj vectors. To do this
we pose the following optimization problem:
max3
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This amounts to finding the eigenvector corresponding
P
t
to
eigenvalue of the matrix A =
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P the largest
t
j (wj wj ).
Once this gravity vector has been recovered, the second
phase seeks to estimate the dominant rectilinear structure
of the scene. This can be done by employing the entropy
compass idea described in [7]. To do this we consider all
of the points in the image whose normals are approximately
perpendicular to the gravity direction, that is the points that
correspond to vertical surfaces. Figure 5 shows the projection
of these points onto the ground plane.
We then take this 2D point set, rotate it around the vertical
axis in 1 degree increments and for each such yaw angle
we compute the entropy of the X and Y coordinates. When
we plot the sum of these entropies as a function of angle
we notice the global minimum reliably corresponds to the
dominant orientation of the structure. We extract this angle
and use it to automatically produce axis aligned coordinates
as shown in Figure 5.
Figure 6 shows the surface normals produced after this
alignment process. In this depiction the color indicates the
orientation of the underlying surface with green corresponding to the vertical axis and red and blue corresponding to
the two dominant horizontal axes.
Given this axis aligned representation we can carry out
further analysis steps to identify salient planar surfaces in

Fig. 4. This figure indicates the number of depth samples that are rasterized to each pixel in the panoramic image. Brighter colors indicate more samples.

(a)

(b)

(c)

Fig. 5. (a) Shows an overhead view of the points in a panoramic map (b) Shows the result of an entropy analysis indicating that a rotation by 10 degrees
would produce an optimal alignment. (c) The result of applying the estimated rotation to the original points to produce an axis aligned variant.

Fig. 6. The upper image in this figure shows depicts the normals associated with each pixel after they have been transformed by an axis aligning rotation.
The colors indicate the orientation, green for vertical, red and blue for the dominant rectilinear surfaces. The bottom image shows the output of a surface
extraction procedure that extracts salient axis aligned surfaces in the scene. (This figure is best viewed in color)

the scene. Figure 6 shows the results of this analysis where
different colors correspond to different extracted surface
components. This stage of processing employs standard
image processing algorithms like morphological filtering and
connected components to help reduce error and to group
coplanar surface elements. Effectively the panoramic depth
image representation allows us to use 2D image based
operations to help understand the 3D structure of the scene.

C. Registration of Depth Panoramas
In addition to using the Iterative Closest Point procedure
to align images within a panorama, we also use it to estimate
the relationship between panoramas.
In our experiment the robot was guided along a path
through a laboratory complex and panoramas were captured
at various points along the trajectory. The robot odometry
provided an initial estimate for the relative position and orientation of the panoramas which was subsequently refined by

applying the Iterative Closest Point procedure to neighboring
depth panoramas. This refinement is also powerfully constrained by the analysis described in the previous subsection
which accurately estimates the orientation of each frame
with respect to a common axis aligned frame. Once again
in this version of the ICP procedure corresponding surface
elements are found by computing where points from one
panorama project into the other. The system then repeatedly
optimizes the point to plane distances induced by these
correspondences.
In Figure 7 the red circles denote the recovered positions
of the panoramas in a global frame of reference. The blue
dots represent observed points on vertical surfaces on the
scene. The representation covers an area of approximaltely
400 square meters.
More generally our representation can be viewed as a
graph where the nodes correspond to panoramic frames and
the edges are annotated with estimates for the relative pose
between two frames. This model corresponds to the pose
graph formulation embodied in systems like g2o [8]. Updates
induced by loop closures can be handled by updating the
relative pose estimates on the estimates without necessarily
changing the local maps. This allows us to maintain accurate
local representations of the scene without enduring the
penalty of updating large scale mesh representations when
loop closures are detected.
Note that while it is possible to use the relative pose
estimates in the graph to relate all of the local panoramic
maps into a common frame of reference as shown in Figure
7 this is not required. This graphical representation where we
encode the relative location of local maps provides enough
information to carry out tasks like navigation, planning and
visualization. In many situations accurate estimates of the
relative location of nearby frames are preferable to representations in a single global frame which can be distorted by
drift and other systematic errors.
D. Visualization
The previous sections describe an approach to constructing
and registering a collection of depth panoramas of the scene.
Taken together this collection of depth images is somewhat
analogous to a chart in differential geometry in that this set
of local representations is used to cover an extended 3D
environment.
Once this representation has been constructed it can be
used to predict how the scene would appear from novel
vantage points. This is done by considering all of the
panoramas that are sufficiently close to the new viewpoint
to contain relevant information. For each such panorama we
rasterize the recovered geometry into the novel view. This
rasterization process properly accounts for occlusions, back
face culling and field of view limitations. For each pixel in
the rendered view we can also compute a confidence value
which encodes the reliability that the panorama places on
that point. This reliability value is related to the distance
between the rendered point and the panorama center and the

Fig. 8.
This figure shows a collection of novel views of the scene
constructed by our visualization procedure which fuses the results from
multiple panoramas to produce a final rendering.

Fig. 7.

This figure shows an overhead view of the area explored by the robot. The locations of the panoramic frames are denoted by the red circles.

difference in viewing angle between the panorama and the
novel viewpoint.
These confidence values are used to fuse the views produced from several panoramas into a final rendered result.
This procedure effectively allows the system to combine
information from several panoramas into a final representation which takes advantage of the different perspectives
offered by the different panoramas. Figure 8 shows samples
of rerenderings produced by this scheme. Notice the details
like the objects on the table that are preserved in the
representation.
III. CONCLUSIONS AND FUTURE WORK
In this paper we advocate the use of panoramic depth
images to effectively and efficiently represent extended environments. Panoramic depth images support flexible 3D
reconstruction and geometry analysis tasks across large volumes of space, permit concurrent updates to different parts
of the map, support simple streaming data usage models,
and make modest demands of memory and storage. They
take advantage of the observation that all of our depth imagery is captured from locations fully surrounded by vacant
space whose representation is perfectly compressed by depth
images. The panoramas themselves represent excellent data
for scene analysis and object recognition tasks. They are
capable of representing the surrounding scene with subcentimeter precision, and offer image structure that eases

analysis of captured 3D surfaces. The approach is compatible
with pose graph based mapping schemes and allows us to
accurately represent local areas in the environment while
allowing for efficient updates of the relative poses of the
frames as loop closures become available. We argue that this
method provides an efficient foundation on which to base
many robotics or visualization tasks that involve extended
3D environments.
A number of researchers including Matthies et al. [9] have
observed that depth maps provide a good basis for planning
collision free paths for UAVs and other robots that need to
move through cluttered 3D environments. In future work
we plan to use our atlas of depth images to plan paths
through extended environments. Another promising direction
involves exploiting the connection between the color and
depth images acquired by the Kinect sensor. These color
images can provide feature correspondences which can be
used to relate neighboring panoramas. They also provide
further context information which can be used to enhance
the analysis of the depth imagery or to infer missing depth
values.
Tightly integrating visualization with data acquisition provides an opportunity to make data-sensitive choices about
the representation. While the data used in this paper were
collected with an ad hoc keyframe selection procedure in
which a robot’s trajectory is periodically interrupted for
panorama collection, one may take a more reasoned approach

Fig. 9. This figure shows a subset of the depth panoramas constructed from the robots tour of the office complex. Each depth panorama can be stored
in less than 2.25 megabytes and the entire office complex can be represented in under 36 megabytes.

to determine where spatially dense sampling is called for
due to geometric complexity. This may be accomplished
by simulating denser panorama sampling along the robot’s
trajectory between two keyframe locations, and observing
how the amount of missing data in each panorama changes.
For instance, if the robot collects a panorama from a position
on one side of an open doorway leading off of a corridor, then collects another panorama after moving down the
corridor beyond the doorway, a panorama synthesized from
an intermediate position along the trajectory that includes
views through the open doorway will contain large regions

of missing data. This may be observed as a spike in the
amount of missing data if one considers the sequence of
panoramic views collected and synthesized along this trajectory segment.
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